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Guiding Questions

Current problems: 
➢ Anomaly understanding: what is an 

anomaly?
➢ Anomaly detection: how to find 

anomalous videos for retrieval?
➢ Can we do it efficiently?

This is especially challenging for raw, 
unedited videos.

Method & Results

Fighting

Explosion

Introduction

✓ Closed-set anomaly 
classes

✓ Fixed train/test split

✓ In-distribution 
evaluation

Police Car?

❑ Open-set anomaly 
classes

❑ No train/test split

❑ Out-of-distribution 
evaluation 

Methodology: Semi-Supervised Learning 

❑ Are cars being blocked? Do they 
create a traffic hazard?

❑ How are the pedestrians behaving?

❑ Potential weather conditions leads 
to unsafe driving conditions?

Police car 
blocking road 
→ cars driving 
on the wrong 
side of the 
road. Safety 
hazard. 

Anomaly Understanding + Detection 

THE OPEN-WORLD ANOMALY CHALLENGE

➢Goal: Leverage pre-trained MLLMs for 
open-world anomaly understanding and 
detection.

What would this user 
find unusual?

Qwen VLM
(8B)

Comparison with existing work

• Needs train/test split.
• Distribution-level anomaly detection.
• SCALE baseline two-pass approach: 

distribution anomaly profile → 
comparing new videos against base 
profile.

• OpenVAU uses a subset of reference 
videos to generate semantic anomaly 
profiles based on guided questions.

• VLM answers these questions directly 
for new unseen videos

Existing Anomaly Benchmarks: UCF CRIME → Predefined Anomaly Classes 

SCALE 2026 Benchmark: Multivent-Raw → Undefined Anomaly Classes

Step 1: Semantic Calibration 

Qwen VLM
(32B)

Persona

Normal 
Videos

CCTV  
Operator

VLM reasoning to generate plausible 
unusual events.

Step 2: Anomaly Understanding

Normal/Unseen 
Videos

Persona

CCTV  
Operator

Guiding questions

Normal Reference Videos
Answer guiding questions to create a 
self-calibrated semantic profile of normal 
behavior.

Unseen Videos
Apply the same questions and treat 
deviations from the normal profile as 
evidence of anomalies.

VLM instruct for guided 
question-answering. 

UCF-Crime · AUC (%) ↑ XD-Violence · AP (%) ↑

Methods: 1) OVVAD (CVPR, 2024), 2) LAVAD (CVPR, 2024), 3) LaGoVAD (ICLR, 2026), SCALE two-pass baseline, OpenVAU (Ours) 

Results

Anomaly Understanding Efficient InferenceAnomaly Detection

OpenVAU defines anomalies relative to a 
persona and context. Guiding questions 

turn vague definitions into concrete criteria 
for the VLM.

MLLM reasoning identifies anomalous videos and 
timestamps, supporting both video-level retrieval 

and within-video temporal localization.

A large reasoning model generates guiding 
questions once. A smaller instruction-

tuned VLM answers them across unseen 
videos to reduce repeated computation.

MultiVENT-Raw-Anomaly

On MultiVENT, OpenVAU improves over the SCALE baseline on both nDCG and InfoF1.
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AUC = area under the frame-level ROC curve AP = frame-level average precision nDCG = retrieval ranking quality | InfoF1 = description quality
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